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Abstract 

Distributed database processing requires the transmission of data between computers in a distributed 

system. Data transmission is becoming an increasingly attractive data-dissemination method for large 

database systems. In order to effectively utilize distributed query processing, it is necessary to have efficient 

dynamic allocation algorithms that can balance individual and overall performance and can scale in terms 

of table and query size, incoming transactions and routing bandwidth. We investigate dynamic transaction 

processing strategies for locally distributed database systems in which the database is partitioned and 

distributed among multiple transaction processing systems and the incoming transactions are routed by a 

common front-end computer system. In view of this fact, we describe new dynamic transaction processing 

methods which take into account routing history and minimizes the estimated response time of incoming 

transactions and can be tuned to trade off average and worst-case waiting time. 
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1.  Introduction 

A distributed system is a collection of independent computers interconnected via a point-to-point 

communication links.  In this paper, we assume the distributed system is an MIMD architecture in which the 

processors are identical to each other.  Each computer, known as a node in the network, has a processing 

capability, a data storage capability, and is capable of operating autonomously in the system. In a distributed 

relational database system, the execution of a query involves data transmission among different computers in 

a computer network. Numerous data allocation methods, both static and dynamic, have been studied for 

different types of distributed systems [4,6,14,16]. Queuing network analysis, mathematical programming and 

other methods can be used to obtain performance estimates and then to derive optimal static strategies; for 

example, the optimal determination allocation of tasks in [20,21,30] and optimal probabilistic assignments in 

[2,22,29]. On the other hand, some optimality criteria in the dynamic approach have been studied. For 

example, the send-to-shortest queue strategy is found to be the best for the case of Poisson arrivals and 

identical exponential servers [12, 24] and the round-robin method becomes optimal when the queue length at 

each server cannot be observed [11]. For other more complex cases, such as heterogeneous servers, multiple 

classes of tasks and different arrival and service time distributions, simulations have been adopted to study 
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the performance of various strategies [1,5,7]. In previous studies, it is assumed that incoming transactions 

can be serviced completely at any processing system. This implies that either all tasks are purely 

computational or requested resources, for example, database or table, are shared or replicated among all 

processing systems. Now, consider a locally distributed database as depicted in Figure 1. In this regard, the 

database is partitioned among the various processing systems, and the arriving transactions are routed to one 

of the processing systems by a common front-end system [15,17,18,28]. If a transaction issues a database 

request referencing a remote database partition (i.e., a table), the request has to be transferred to the 

processing system owning the referenced data for processing. This is referred to as a remote database 

request. Thus, a new criteria, the reference pattern or the reference locality, has to be considered in data 

allocation strategies. When the database is partitioned, the processing of each transaction can be divided into 

two categories: 1) denoted as allocation dependent processing, the transaction is to be executed at the 

processing system to which a transaction is routed, the application process belongs to this category, 2) 

denoted as a service request, the transaction can only be executed at the processing system owning the data, 

i.e., table.  

To balance the data among processing systems, only the allocation dependent processing can be used. In 

addition, different transaction allocation schemes affect the number of remote database requests. The major 

concerns in designing a dynamic allocation strategy  are; 1) what information is critical to decision making 

and what is the overhead of collecting the information, 2) how to use the available information to make the 

allocation decisions. We propose new dynamic transaction allocation strategies that take into account routing 

history and minimizes the estimated response time of incoming transactions, yet require little effort to 

maintain the dynamic information.  

The following is an outline of the paper. In Section 2, we introduce the model of locally distributed database 

systems. Two new data allocation methods are discussed in Section 3. An example of data allocation 

algorithm is demonstrated in Section 4. The conclusion is outlined in Section 5. 

 

    Interconnection Network 

 Server 

 

 

   PE1     PE2  …  PEN 

 

 

     DB1      DB2       DBN 

 

   Figure 1. A locally distributed database system. 

 

2.  Model Description 

We consider a distributed database transaction processing system as shown in Figure 1. The system consists 

of N processing systems and a front-end system connected by an interconnection network. The processing 

systems execute transactions and handle database requests. The whole database is partitioned into N modules 

which are denoted by DB1, DB2, …, DBN, where DBi is allocated in processing system PEi. All database 

requests to DBi are assumed to be handled by PEi. The processor speeds and the IO access speeds at different 

processing systems are assumed to be identical. The transactions submitted by clients enter the system 

through the front-end system (depicted in Figure 2) where transactions get formatted and are transmitted to 
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one of the processing systems. After transactions are processed, the output is delivered back to the client via 

the front-end system. This is a simple satellite-based data transmission scenario to motivate the data 

allocation problem being addressed. In this environment there is a single server and a large population of 

clients. A data allocation method is employed at the front-end system to determine the assignment of 

transactions and database modules to processing systems.  

Two independent networks are used; 1) a network over which clients and requests to the server are issued; 2) 

a satellite down link over which the server transmits data to the clients. Such an arrangement is similar to 

Hughes Network System’s DirectPC architecture [13] and other satellite data services. 

 

     DB1      DB2       DBN 

 

 

PE1     PE2  …  PEN 

 

    Interconnection Network 

 Server 

 

 

            Client1  Client2    ClientN 

 

 

Figure 2. A distributed data processing environment. 

 

When a client needs a data item (e.g., a database or a database table) that is not stored locally, it sends a 

request for the item to the server. These requests are queued at the server upon their arrival. The server 

repeatedly chooses a request, selects a data item, transmits the data item over the satellite link, and removes 

the request from the queue. In this system, the client monitors the data transmission to receive the requested 

data item. Similar to previous research on data transmission [23,25], we make several assumptions about the 

data transmission environment. We assume that there is a single data transmission channel that is monitored 

by all clients and that the channel is fully dedicated to the data transmission (the server can use the entire 

bandwidth). Clients continuously monitor the transmission after they make a request. We do not consider the 

effects of transmission errors, so that when an item is transmitted, it is received by all clients that are waiting 

for it. We focus on the cases where data items are fixed-length, such as a table or a relation. In this regard, 

the use of fixed-length data transmission simplifies the algorithm descriptions and analysis. In addition, each 

data item is transmitted in a single burst: the time it takes to be transmitted is referred to as a transmission 

tick, and we use such ticks emphasizes that our results apply to systems of many different scales. For 

example, in a data transmission system with 16-KB data object size and 1-MB/sec bandwidth, a transmission 

tick would be approximately 0.13 sec, while if the bandwidth was 100-MB/sec, a tick would be 1.3 msec. In 

this connection, if algorithm A is shown to be 50% faster than algorithm B in terms of ticks, then as long as 

both algorithms are fast to allow full utilization of the transmission bandwidth, the same relationship will 

hold in terms of absolute time as well.  

 

3.  Data Allocation 



European International Journal of Science and Technology           ISSN: 2304-9693            www.eijst.org.uk 

 

 

60 

We have developed new data allocation algorithms that are practical low-overhead scalable approach and 

provide excellent performance across a range of scenarios. We describe two data allocation algorithms: 1) an 

exhaustive search based approach that allocates data objects with the maximal  allocation value; 2) a lower-

overhead implementation that truncates the search space, but also allocates data objects with the maximal 

allocation value.  

 

Algorithm 1 

We developed a dynamic allocation algorithm that provides good performance while ensuring scalability by 

having low overhead. Intuitively, allocation algorithm broadcasts a data object either because it is popular or 

because it has at least one long standing request. In general, the algorithm chooses to transmit the data object 

with the maximal Max_Value ═ Request×Time, where Request is the number of outstanding requests for 

that data object, and Time is the time that the oldest outstanding request for that item has been waiting. The 

exhaustive data allocation algorithm has an O(N) time complexity and maintains a structure containing a 

single entry for each data object that has outstanding requests. This structure is hashed on data object 

identifiers. In addition to a data object, each entry contains N, the count of the number of outstanding 

requests, First_Request, the arrival time of the oldest outstanding request for the item. The Time of a data 

object can then be computed as Time ═ clock - First_Request where clock is the current time. In the 

algorithm, all times are represented in broadcast ticks rather than as wall-clock time. The data allocation 

algorithm works as follows: 

• When a request arrives at the server, a hash lookup is performed on the data object column of the 

request table. If an entry already exists, then the Request of that entry is simply incremented. If no 

entry is found (i.e., there are currently no outstanding requests for the data object), then a new entry is 

created with Request initialized to 1, and First_Request initialized to the current time in broadcast 

ticks (i.e., the number of items broadcast so far). 

• For each broadcast decision, all entries in the request table are examined and the data object with the 

largest Max_Value is chosen to be broadcast. The entry for this data object is then removed from the 

service queue.  

 

Algorithm2 

The search tree can be pruned by keeping track of the request information. This can be accomplished by 

checking the request arrival time of the data objects. In general, this new version of the algorithm examines 

fewer entries while finding the maximal Request×Time value data object. This algorithm needs two sorted 

lists: Request-list and Time-list, that are combined to the request data structures.  

1) Time-list: This list is ordered by increasing First_Request value. The Time-list has very low maintenance 

overhead. When an entry is added to the list, it is not moved until the corresponding data object is broadcast, 

regardless of how many requests arrive for that data object. This data structure is similar to the queue 

maintained as FCFS method.  

2) Request-list: This list is ordered by decreasing Request. Every time a request arrives for a data object, its 

entry must be moved in the Request-list. This indicates that, the Request-list is more dynamic. In this regard, 

a data structure named Request-index facilitates Request-list access and maintenance. The Request-index 

has an entry for each distinct Request, with a pointer to the first entry in the Request-list that has N 

outstanding requests. When a request arrives for an item that already has an entry, the Request-index locates 

the position in the Request-list to where the entry must be moved after its Request is incremented. Indeed, 

when an item is transferred, its entry is removed from the service queue and the Time-list and Request-list 
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are attached using the doubly-linked-lists. If the entry removed was the first with its particular Request, then 

the Request-index is updated to point to the next entry with that value. As a consequence, the Request-index 

makes transaction processing a constant time operation, therefore removing a potential bottleneck to 

handling large request arrival rates. Figure 3 shows the two data structures maintained as doubly-linked-list 

that are combined with request structure.  
 

Data   First        Previous            Next Request         Previous            Next   

Object    Arrival    in Time-list     in Time-list      in Request-list  in Request-list  

       

        

        

        

        

        

        

 

Figure 3. The Data Allocation request-service data structure.  

 

The reducing search space is by examining the entry at the top of the Request-list and setting Max (the 

maximum Request×Time value) to the Request×Time value of that entry. The Time values can then be 

restricted using Request*, in which is the Request value of the next entry in the Request-list. Since the 

Request-list is ordered in descending order, it is expected that for any unexamined entry having an 

Request×Time value greater than Max, it must have a Time value satisfying the following property: 

  Time > 
*Re quest

Max
 

Therefore, a bound might be attached to First_Request as the following. 

 Bound(First_Request) ═ clock - 
Max

Request *
 

In this regard, since the Time-list is ordered in ascending order, this bound can shrink the Time-list. In other 

words, this bound defines a point in the list that is known that no entry can exceed the current maximum 

Request×Time value. Next, the entry at the top of the Time-list is examined and a Bound(Request) is 

calculated using Request*. The algorithm then performs two operations on Request-list and Time-list; 1) 

updating Max when an entry with a Request×Time value greater than Max is encountered, and 2) 

incrementing the bounds if necessary. The algorithm is terminated when the bond is passed on one of the 

lists or when the search is reached the idle point on both lists. At this point, Max is known to be the maximal 

value of Request×Time for all data objects, and the data object with the value is designated to be transmitted.  

 

4. Data Allocation Example 

Figure 4 illustrates an example. The Request-list and Time-list are shown as two separate lists and the 

current clock value is set to 100 ticks. In this example, the first entry on the top of the Request-list (data 

object 3) is examined that results the Max value to be set to 160 and Bound(First_Request) to be set to 96 as 

follows. 

 100 - 98 = 2 

80 * 2 = 160   Max = 160 

 100 - 
40

160
 = 96 Bound(First_Request) = 96 
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Next, the entry on the top of the Time-list (data object 2) is examined. In this regard, the Request×Time 

value of data object 2 is less than the Max value, therefore, the Max remains unchanged, but the 

Bound(Request) is set to 2 as follows. 

 100 - 10 = 90 

90 * 1 = 90   because 90 < Max, then Max = 160 

 Bound(Request) = 2 

Next, the next entry from the top of the Request-list (data object 1) is examined. In this regard, the 

Request×Time value of data object 1 is greater than the Max value, so Max is updated to 400 and 

Bound(First_Request) is set to 84 as follows. 

 100 - 90 = 10 

40 * 10 = 400   because 400 > Max, then Max = 400 

 100 - 
25

400
 = 84 Bound(First_Request) = 84 

The algorithm continues examining the data objects until data object 6 is examined, in which the bound on 

the Time-list is reached and the algorithm is terminated. In this example, data object 1 has the highest 

Request×Time (Max_Value), so it is selected to be transmitted. The Max_Value for each data object is 

calculated in Request×Time List table to address that data object 1 has the highest value and best candidate 

for data transmission. 

 

5.  Conclusion 

This paper has focused on data allocation in distributed database systems. We described data allocation by 

providing a set of criteria as performance measures. Then we proposed two data allocation algorithms to 

provide balanced treatment of both heavy and light weight requests resulting in a good overall performance. 

The second algorithm uses a novel truncation technique to reduce the search process for making broadcast 

decisions. The inherent scalability of data transmission makes the algorithms more suitable for large-scale 

data-dissemination applications.  
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    Request-List    

 
   Max(Request) Data Object Request  

 3 80  

 1 40  

 4 25  

 7 20  

  Bound(Request)=2 6 2  

 2 1  

 5 1  

 

    

   Time-List 

 
     Data Object    First_Request      Max(Time) 

 2 10 

 5 20 

 6 50 

 1 90 

    4 95               

 3 98               Bound(First_Request)=96 

 7 99 

 

 

   Request×Time List 

 
     Data Object    Max_Value  

 1 400 

 2 90 

 3 160 

 4 125 

    5 80 

 6 180 

 7 20 

 

 

Figure 4. Time-List, Request-List and Request×Time List of data allocation. 
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